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Abstract. When constructing artificially intelligent systems, it may
happen that bias and unfairness against a protected group, that do exist
in the real world or in real-world data, are mapped into the digital world.
If such systems are then used in practice for decisions that influence hu-
mans’ life, the obvious question is: Do the algorithms just pass through,
perhaps mitigate, or even exacerbate such undesirable characteristics?
That question has recently been addressed for the retrieve and retain
phase of Case-Based Reasoning (CBR) systems. The paper at hand aims
at providing an answer to that question for the reuse step in CBR, viz for
case-based adaptation in k-nearest neighbor classification tasks.

1 Introduction

The consideration of fairness and bias as well as ethical implications of machine
learning algorithms and their application to sensitive domains has become a topic
of active research in recent years. Accordingly, a plethora of fairness metrics has
been developed and, correspondingly, a large number of (meta) analyses has been
published [30, 12]. Research in Case-Based Reasoning (CBR) has started to ad-
dress fairness issues in previous years, too. Knowing that the CBR paradigm
advocates that “Similar problems have similar solutions” [36], one might adapt
that principle to a human-focused and fairness-related setting by requiring that
“Similar individuals should be given similar decisions” [11]. Thus, unfairness
may arise in a CBR system, if it underpredicts a desirable outcome for a specific
group of people (e.g. a credit approval decision for a specific gender), or, like-
wise, overpredicts a non-desirable outcome for some group (e.g. crime recidivism
prediction for people of some specific skin color or race).

Blanzeisky et al. [10] have shown that nearest neighbor retrieval, that usually
resides at the core of a CBR system, is generally not bias-free. They target this
issue by suggesting a multi-objective approach for learning a similarity metric
that yields less biased retrieval results. In later work [9], the same authors have
focused on the case data itself. The case base stores experience, and if that expe-
rience reflects biased decisions taken in real life, then predictions made on their
basis might be easily biased, too. Thus, they propose a case-base maintenance
approach that removes cases from the case base that cause unfair classifications.



Based on Richter’ knowledge container model [35], we observe that the sim-
ilarity knowledge and the case data container have been subject to fairness-
related studies, but the vocabulary and adaptation knowledge containers have,
to the best of the author’s knowledge, remained unexplored. The paper at hand
attempts to fill a part of that gap by investigating how and to which extent
case-based adaptation approaches can yield unfair decisions. More specifically,
we restrict our focus to classification problems and utilize adaptation as a mean
to combine the solutions (i.e. class labels) of a query’s k nearest neighbors to one
uniquely predicted class membership. Past reuse research has addressed both,
the question of (a) how many nearest neighbors should be considered as well as
(b) how specifically to amalgamate their predictions. Traditionally, the focus has
been mostly on performance-related issues like classification accuracy or scores,
but not on aspects of fairness. Our goal is, thus, to highlight aspects of fairness
in the context of the reuse phase for case-based k-nearest neighbor (k-NN) clas-
sification. An analysis of more sophisticated reuse approaches such as structural
or transformational case adaptation [24] is, however, beyond our scope.

Fairness and bias in machine learning have been a topic of active research
for many years. We therefore devote Section 2 to a concise review of relevant
related work and foundations on approaches to assess bias and fairness in ma-
chine learning. We discuss sources of unfairness, practically adopted approaches
to quantify it, derive factors that reinforce it and, in so doing, bridge the gap
to established k-nearest neighbor reuse methods in CBR. Section 3 presents the
methodological approach and contributions required for our empirical investiga-
tions on the impact of case reuse on fairness. Section 4 outlines our experiments
and the characteristics of the classical fairness-impaired data sets we utilized.
Moreover, a comprehensive overview of our results is given, including detailed
analyses on the influence of k on fairness subject to the characteristics of the
case data as well as with respect to the specific reuse approach taken.

2 Foundations and Related Work

In this section, we introduce the necessary vocabulary, paying special attention
to bridging the gap between terms used in the fairness literature and in the CBR
community. Additionally, we interweave relevant related work.

2.1 Notation

We start by clarifying the notation used throughout the paper, aligning fairness-
related and CBR-related concepts. As indicated, our focus is on classification
tasks. Since a case c from the set of all cases M = (X, Y ) consists of a problem
part x and a solution part y, i.e. c = (x, y), the solution is an element of a set of
class labels Y . We also denote the solution as the target variable. By contrast,
the problem part x comprises the case’s features, i.e. x ∈ X = (X1×· · ·×Xd). As
usual, sim : X× X → [0, 1] denotes a similarity measure to assess the similarity
between two cases’ problem parts or between a query and problem.



One or more of these features are considered to be sensitive ones, such as
gender, race, handicaps or others, which must be treated carefully. Without loss
of generality, we stick to the existence of exactly one such sensitive feature S
in the remainder of this paper, i.e. ∃s ∈ {1, . . . , d} with S = Xs. Moreover,
we say that individuals in the protected group, which are potentially subject to
discriminatory treatment, have the sensitive feature value of 0 (i.e. xs = 0 or,
for short, S = 0) whereas the rest has S = 1.

In classification, there is usually a desired prediction – a class label that is
generally considered better than other outcomes (e.g. a loan granted vs. not
granted). Without loss of generality, we subsequently stick to two classes and
denote the desired outcome by y = 1 and the non-desirable one by y = 0. We
also differentiate between the solution y of a case and the predicted solution
ŷ(q) ∈ Y for a new query q ∈ X. If the context is clear, we write ŷ for brevity.

Finally, for a given case data set D ⊂ M we will repeatedly refer to the
commonly used pairwise disjoint decomposition into a training set (the case
base) C, a validation set V, and a test set T with D = C ∪ V ∪ T .

2.2 Background on Bias and Fairness

A widely accepted distinction concerning potential causes for unfairness and bias
is made by [26]. First, unfairness may arise from prejudice that is due to some
statistical dependence between the sensitive feature S and the target variable Y
or between S and non-sensitive features from X. Then, the (in)direct use of S
during decision-making yields a predictor that basically supports discrimination
with respect to S. While there exist approaches towards removing prejudice
[26], in a CBR context this may be addressed by the contents of the vocabulary
knowledge container [35], which is beyond the focus of this paper.

Second, negative legacy is frequently highlighted as a source of unfairness. It
refers to biased sampling or case labelling habits in the real world that made it
into the data. For example, if prison inmates’ early release decisions were affected
by judges disadvantaging some minority group due to skin color, race, or other
sensitive features, then the recorded case data distribution will be skewed. This
type of bias is notably problematic in a CBR setting which fundamentally relies
on storing and re-using past experience. Addressing that type of prejudice falls
into the realm of CBR’s retain phase [1] and has already been examined in [9].

The third source of prejudice is called underestimation and denotes a deci-
sion model that generalizes too much and is thus susceptible to making unfair
classifications as it does not regard minorities sufficiently. One might expect that
CBR is rather robust against that kind of bias, as it does not build a model in
a supervised way that might underfit the data. However, underestimation can
nonetheless emerge in a CBR system, as the similarity measure employed in the
retrieve phase may select nearest neighbors in a biased way. Moreover, the way
in which the neighbors’ solutions are adapted and combined may give rise to un-
fairness as well. While the former, i.e. the learning of a similarity measure that is
geared towards fairness, has been addressed in [10], fairness and underestimation
issues during the reuse step are the topic of the paper at hand.



2.3 Quantifying Unfairness

There exists an abundance of fairness measures in the literature, for a concise
review the reader is referred to [11] or [12]. A discrimination measure that is
widely referred to in the judicial system (e.g. in US courts or in the UK Sex
Discrimination Act), is the disparate impact [17], also denoted as slift [34] or
impact ratio [44]. It represents the ratio of desired outcomes (ŷ = 1) for the
protected group (S = 0) to the desired outcomes for the non-protected (majority)
group on a given test data set T ⊂ M:

DIS(T ) =
P (ŷ(q) = 1|(q, y) ∈ T , qs = 0)

P (ŷ(q) = 1|(q, y) ∈ T , qs = 1)
, or for short, DITS =

P (ŷ = 1|S = 0)

P (ŷ = 1|S = 1)
.

(1)
In legal practice, it is commonly assumed that discriminatory behavior is present
if DIS < τ := 4

5 , i.e. if the desired outcomes for the protected group are 20% or
more below those of the general group. Interestingly, the DI measure may also be
applied to the full training data set (or case base) and, thus, hint to the amount
of discrimination in the given data. We will return to that point in Section 3.1.

When assessing the additional unfairness introduced by a machine learning-
based system, [8] suggest the underestimation score which is a simplified, group-
specific modification of the underestimation index from [26]. For a group g ∈ S,
the underestimation score is defined for a train (C) and test case set (T ) as

USS=g(C, T ) =
P (ŷ(q) = 1|(q, y) ∈ T , qs = g)

P (y = 1|(x, y) ∈ C, qs = g)
, short, USS=g =

P (ŷ = 1|S = g)

P (y = 1|S = g)
(2)

and it tells whether the desired outcome (1) for a considered group g is actually
lower (US < 1), equal, or higher (US > 1) than what one would expect from
the training data. In particular, if USS=0 ≪ USS=1, one has to attest a severe
amount of unfairness specifically against protected group g = 0.

Factors for Underestimation In [8], the authors identify four factors that may
contribute to the degree of underestimation a learning algorithm is subject to.
Besides (1) noise (irreducible error), (2) imbalance among the target classes,
and (3) under-represented groups – all of which refer to the given training data,
i.e. the learner itself is not liable for them – they point to (4) the level of regular-
ization an algorithm applies and confirm for various classic learning algorithms
that regularization impacts underestimation and generally reduces the US value.

In line with that, Blanzeisky et al. have proposed two approaches to mitigate
underestimation in CBR. They learn a less biased similarity metric using particle
swarm optimization [10] where the solution found approaches Pareto optimality
with respect to accuracy and underestimation. Furthermore, they eliminate cases
from the case base [9] that enforce an underestimation of the desirable outcome
for the protected group. Both approaches can be interpreted as regularizing
the system – they regularize the similarity measure and prune the case base,
accepting minor negative impacts on classification performance in exchange for
fairness gains. Our intent is to complement these pieces of work by analyzing
how bias, underestimation and, hence, unfairness can arise in CBR’s reuse phase.



2.4 k-Nearest Neighbor Reuse Methods

The goal of the CBR cycle’s [1] second phase (reuse) is to adapt, combine or
merge a query’s k nearest neighbors’ solutions to a new suggested solution [36].
As we focus on classification, the new solution must be a class label from Y , re-
ducing the reuse phase to some variant of voting among the k nearest neighbors.

2.4.1 k-NN-Based Classification

Formally, given a case base C ⊂ M of n cases, a query q ∈ M, some similarity
measure sim, and k ≥ 1, a CBR system’s retrieve step determines a sorted list
Nk of k cases from C that are most similar to q. Thus, Nk = [c1, . . . , ck] is sorted
by similarity of its entries to q, i.e. sim(q, ci) ≥ sim(q, cj)∀i < j. As a shortcut,
we refer to these similarities by si subsequently (si := sim(q, ci)∀ci ∈ Nk).
Moreover, we refer to the cases’ solutions by yi, i.e. if ci = (a, b), then yi := b ∈ Y .

The question how to combine the nearest neighbors’ solutions (i.e. the actual
reuse) has been studied for decades, starting with the introduction of the k-NN
rule by [18]. The general k-NN rule determines the suggested solution ŷ as:

ŷ(q) = argmax
l∈Y

k∑
i=1

wiδ(yi, l) (=: ŷ for short), (3)

where the Kronecker δ gives one, if its two arguments are equal, and zero other-
wise. Here, the crucial question becomes how to define the weights wi and how to
set k in relation to n. For example, the mentioned early k-NN rule implements a
simple majority voting due to using constant weights (1/k), but much work has
focused on deriving and analyzing more elaborated variants (cf. Section 2.4.2).

2.4.2 Interpretation of k-NN as a Regularizer

It is well-known that the number k of nearest neighbors used in case-based
classification can be interpreted as a regularization mechanism. The bias of the
1-nearest neighbor classifier is often low at a high variance, as it reuses only
the class label of the query’s most similar case [23]. For larger k, the reused
class label depends on the k most similar neighbors and can thus, e.g., mitigate
noise by exerting more bias while reducing variance. Cover and Hart [13] have
shown that asymptotically the error of the 1-nearest neighbor classifier is never
more than twice the Bayes-optimal error. Moreover, it has been shown that the
original, simple majority vote is optimal for n → ∞, if k → ∞ and k

n → 0 [14].
Practical applications typically favor finite k values and non-uniform weight-

ing. Since the best k is dictated by the model’s bias and variance characteristics,
this technical choice directly affects the classifier’s fairness. Consequently, opti-
mizing for accuracy can unintentionally bias the results when sensitive features
are involved. While fairness has received little attention in conjunction with
k-nearest neighbor voting, there exist k-NN classification methods specifically
tailored for imbalanced data sets which aim at re-weighting neighbors accord-
ingly [4, 42, 15]. Likewise, there are approaches that determine a good value of k



on the fly [3, 20, 38] or that take the distribution of feature values into account
when weighting cases [29, 33]. Moreover, there are reuse approaches that advo-
cate the mingling of cases to form centroids per class, so-called local mean non-
parametric classifiers, and make the classification decision using those adapted
cases (original work in [31] with many follow-up approaches).

Since a full coverage of all existing approaches is not feasible, we have devised
a selection of rather simple, though established approaches from the literature
that we compare with one another, subsequently (cf. Section 3.2). Our selection
is by far not exhaustive, which is why the interested reader is referred to [19]
and [2] for comprehensive overviews of many further k-NN reuse methods.

3 Methods

There exists a rich body of methods for fairness analyses as well as for k-NN-
based case reuse. We complement this by some selective enhancements.

3.1 Fairness as a Result of Balanced Under- and Overestimation

The established underestimation score also covers overestimation situations for
values of USS=g larger than one. This hints to a critical point when using the
underestimation score as a measure for comparing the fairness of different sys-
tems in case that some system overestimates the desirable outcome. One group,
for example, the protected one, may feature the desired outcome far less in the
data, i.e. P (y = 1|S = 0) ≪ P (y = 1|S = 1) with P (y = 1|S = 0) near zero. As a
consequence, for some overestimating classifier the numerical value USS=0 may
take rather large values ≫ 1 due to the small denominator in Equation 2 which
are hard to compare with scores < 1 for genuine underestimation. Thus, com-
paring US values is fine, as long as the focus is exclusively on underestimation,
but underestimation scores larger than one should be treated with care.

A learning system that has been trained on some data set C ⊊ D may –
if it exerts some bias – generally affect not just a single group of instances
unfair (e.g. the sensitive group), but probably all groups. For example, a trained
classifier may grant credit approvals to 20% of the female applicants (from test
set T ⊊ D), while 30% of the females within C obtained the credit. Clearly, this
is unfair. We might also observe that the group of male applications contained in
C received the credit in 40% of the cases and, hence, conclude that the training
data is subject to negative legacy. What is even worse, however, is when, at the
same time the classifier grants credits to 50% of the male applicants from T
at application time. Therefore, we suggest to consider underestimation for the
sensitive group jointly with under-/overestimation for the other (e.g. majority)
group, and vice versa. This point has been indicated by other authors in the
fairness literature, coining differing terms for it [28, 7], and is reflected in the
original definition of disparate impact (cf. Equation 1).

As pointed out in Section 2.3, we propose to utilize the disparate impact
measure to assess the unbalancedness within the given case base C. We therefore



define

DIS(C) =
P (y = 1|(x, y) ∈ C, xs = 0)

P (y = 1|(x, y) ∈ C, xs = 1)
or, for short, DICS =

P (y = 1|S = 0)

P (y = 1|S = 1)
(4)

as the baseline disparate impact that quantifies the level of unequal treatment
among the sensitive (S = 0) and remaining (S = 1) group as it is given by the
case data C. Putting into relation the actually observed disparate impact DITS
on test cases (Equation 1) and the baseline disparate impact (Equation 4), we
propose the relative disparate impact

RDI(C, T ) =
DIS(T )

DIS(C)
(=: RDI for short), (5)

as a measure to quantify the additional amount of unfairness introduced by a
learned prediction system. With some basic algebraic manipulations we see that

RDI =
DITS
DICS

=
P (ŷ = 1|S = 0)

P (y = 1|S = 0)
· P (y = 1|S = 1)

P (ŷ = 1|S = 1)
=

USS=0(C, T )

USS=1(C, T )
=

short

USS=0

USS=1
.

In alignment with the original definition of the DI and its frequent use in different
areas (cf. Section 2.3), we propose to ascribe a relative disparate impact to
some classifier, if RDI /∈ [τ, 1

τ ] with the commonly used value τ = 4
5 , i.e. if it

underestimates or overestimates one or the other group by more than 20%.

3.2 Utilized k-Nearest Neighbor Classification Rules

As argued in Section 2.4.1, deciding for a class label in a case-based way using
the suggestions of a query’s k nearest neighbors represents a (possibly weighted)
voting problem (cf. Equation 3). A large body of k-NN rules has been proposed,
which can be broadly categorized into four groups:

a) The simple majority vote (cf. Section 2.4) is made by the original k-NN rule
[18] using a constant weight wi (e.g. wi = 1 or 1/k).

b) Similarity-weighted approaches apply some function f to the numeric simi-
larity si between query and the ith neighbor from Nk, i.e. wi = f(si) (where
si = sim(q,Nk[i]).

c) Rank-weighted approaches apply some function g to the rank i of ci within
the list of q’s nearest neighbors, i.e. wi = g(i).

d) Specialized variants: These may include, but are not limited to
– combinations of b) and c) that apply some function h to both, the simi-

larity si and rank i of some neighbors ci from Nk: wi = h(si, i), or
– class-based normalizations that additionally adjust the weight wi of each

neighbor ci from Nk w.r.t. the frequency of its class yi within Nk.

Since an exhaustive coverage of such rules in infeasible, we have selected a few
representatives for each such category that we include in our investigations (see
Table 1). Notably, rule R7 has been highlighted for offering good performance
across many domains [21]. Moreover, the selection also includes two rules that
we propose (R12 and R13). Although the underlying ideas are not fundamentally
new, their specific formulation appears to be novel within the existing literature.



Cat. No. wi = Description Origin

a) R1 const simple majority vote [18]

b) R2 si similarity-based vote [16]
R3 si − sk similarity-based vote relative to base similarity

R4
si−sk
s1−sk

normalized similarity-based vote [16]

R5 s2i squared similarity-based vote [40]

R6 eαs
β
i exponential similarity-based vote [41]

R7
si−sk
s1−sk

· sk+s1
sk+s1−si

dual-normalized similarity-based vote [21]

c) R8 k − i+ 1 rank-based vote [16]
R9

1
i

inverse rank-based vote [22]
R10 wi+1 + wi+2 Fibonacci-based vote [32]

d) R11
si−sk
s1−sk

· 1
i

multiplicative combination of R4 and R9 [22]

R12 cf. Equation 7 class representatives-based similarity vote Sec.3.3.1
R13 cf. Equation 8 sim-based vote normalized by class frequency Sec.3.3.2

Table 1. k-NN rules considered in the remainder of this paper. Note that each rule that
features a fraction also covers the special case of a zero denominator by letting wi = 1.
If the rules allow for parameter adjustments, we work with fixed settings throughout
this paper: α = β = 1. For R12 and R13 see the text for full explanations.

3.3 k-NN Rules Under Imbalanced Data

For imbalanced data sets where one class y ∈ Y dominates the data a voting
among a large number k of neighbors becomes (for increasing k) more and more
biased since the majority class will dominate the result. Similarity-weighted vot-
ing rules, for instance, represent a first approach to mitigate that problem. The
issue becomes even more prevalent, however, if we know that there is some pro-
tected group g ∈ S that is presumed to having been treated unfair in practice
and, therefore, is represented in the data in a biased way. The underlying idea
of both of the following rules is to take into account the distribution of case
solutions in the vicinity of the query.

3.3.1 Class Representatives-Based Similarity Vote

The idea is to split the list of nearest neighbors Nk into sublists with respect
to the classes of the cases contained. Voulgaris and Magoulas have pursued a
similar approach, with the difference of forming multiple lists upfront [39]. Thus,
for each possible solution y ∈ Y we obtain N y

k = [cj ∈ Nk|cj = y], a sorted list
with at most k entries. If there exists an y ∈ Y with N y

k = ∅, then the vote is
unambiguous for the other solution (in case of two classes). If there are multiple
y ∈ Y with |N y

k | > 0, then we denote by κ the number of cases belonging to the
class with the least number of instances within Nk, i.e. κ = miny∈Y |N y

k |. We
then use the class y as the suggested solution whose κ top entries in N y

k have
the highest average similarity to q:

ŷ(q) = argmax
y∈Y

1

κ

κ∑
i=1

sim(q,N y
k [i]) (6)



As a side node, this definition of ŷ can easily be integrated into the weight-based
framework from above (cf. Equations 3) by letting

wi =

{
si if |{cj ∈ Nk|j ≤ i, yi = yj}| ≤ κ

0 else.
(7)

Thus, the weights are query-specific and derived during retrieval with minimal
computational effort, which is in contrast to related approaches like [15].

3.3.2 Normalized Class Similarity Support

The previous weighting scheme focussed equally on the same number of (top)
representatives from each class. We next utilize the entire retrieval result Nk,
normalizing each case’s weight by the frequency of its class in Nk. If all cases in
Nk belong to the same class, again, the vote is unambiguous, otherwise:

wi =
si

|N yi

k |
(8)

As a matter of fact, this yields vote results that are identical to those that would
arise if we would assign to ŷ the class whose cases within Nk have on average
the highest similarity to q. A similar idea has been used by [43] in conjunction
with a feature weighting approach. An appealing characteristic of this approach
is that the influence of the majority class is constrained. Of course, some noisy
data point cη with yη might take the lead for small k, but for larger k – where
we expect to find further non-noisy neighbors within Nk that have class yη as
well – the averaging of similarities will filter out the noise.

3.4 Optimization of k with Respect to Fairness

We follow a straightforward procedure to analyze the optimizability of k for the
goal of fair case reuse. As mentioned, the given case data D is randomly split
into three disjoint sets: C forms the actual case base, while a smaller part is used
as a separate test query set T on which final classifier performance is measured
and reported. Moreover, there is a validation set V that we use to search (brute
force) for the value of k⋆ that maximizes some optimization criterion L over V,
i.e. k⋆ = argmaxk∈{1,...,n} L(V). We compare the simple F1 score [37] on V

L1 = F1(V) =
2TP

2TP + FP + FN
=

2P (ŷ = 1, y = 1|(q, y) ∈ V)
P (ŷ(q) = 1|(q, y) ∈ V) + P (y = 1|(q, y) ∈ V)

(9)
with a multi-objective criterion that additionally takes into account a fair treat-
ment of groups using the relative disparate impact:

L2 = F1(V) ·

{
RDI(C,V) if RDI(C,V) ≤ 1

1
RDI(C,V) else

(10)

Using L2 we are thus interested in the value of k that brings about both, good
performance (measured with F1) on the validation set as well as a relative dis-
parate impact as near to one as possible.



Dataset Name #Features Sensitive Protected group Desired Outcome Src
(and Area) and #Cases Feature (and Share of) (and Share of)

Adult (finance) 14 / 30162 gender female (32.4%) earns >50k/yr (24.9%) U
Bank (marketing) 16 / 45211 marital single (28.3%) sale made (11.7%) K
Credit (finance) 20 / 1000 gender female (31.0%) creditworthy (70.0%) U
Credit Card (fin.) 15 / 653 gender female (31.1%) card approved (45.3%) U
Heart (health) 13 / 270 age midage (51.1%) ill (44.4%) U
Liver (health) 10 / 579 gender female (24.2%) ill (71.5%) K
Recidivism1 (law) 7 / 7214 race black (51.2%) no recidivism (54.9%) [5]
Recidivism2 (law) 47 / 16198 race black (56.1%) no recidivism (42.2%) K
Titanic 6 / 887 gender male (64.6%) survived (45.3%) K
Table 2. Data sets used for our analyses: The last column provides a reference to the
source where U indicates the UCI Machine Learning Repository [27] and K stands for
a Kaggle dataset [25].

4 Experiments

We performed an extensive empirical evaluation using standard datasets to ex-
amine the interplay of classifier performance and classifier fairness subject to the
algorithmic parameters of CBR’s reuse phase, viz the choice of the reuse method
and its nearest neighbor weighting as well as the dependency on k.

4.1 Experimental Approach, Datasets and Performance Measures

In all our experiments, we use a large fraction (80%) of the given data D as
case base C and employ the remainder (10%) as a validation set V to analyze
the domain of possible k values as well as an independent test set T (10%). All
experiments were repeated 100 times (for the smaller data sets) or 10 times (for
the much larger ones) to form average values.

We selected a number of datasets frequently used in fairness research. In-
stances with missing or unknown feature values were omitted. Table 2 sum-
marizes their core characteristics. The retrieve phase utilizes a knowledge-poor
default similarity measure modelled according to the local-global principle [6].

4.2 Bias as a Function of k: Visualizing Underestimation

We start by focusing on the classic Adult domain where the task is to predict
whether a human earns more than 50k$ per year. With a disparate impact of
DIS(C) = 0.362 this domain is known to be heavily biased against females and
has, thus, been frequently used in fairness studies.

The left part of Figure 1 shows what happens, if we perform k-NN classifica-
tion for increasing k (log-scaled abscissa denoting k/n) using the simple majority
voting rule (R1). The thick-plotted data series show – separately for the sensitive
group (gray, S = 0) and the remaining group (black, S = 1) – that the true neg-
ative rates converge to one, while the true positive rates converges to zero since
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Fig. 1. Left: k-NN classification using the simple majority vote for increasing values of
k/n. Separately for the protected group (S = 1) and the rest, the chart visualizes the
development of true negative and true positive rates as well as the shrinking share of
positive classifications, i.e. of desired outcomes. Right: For the same data, this chart
plots the underestimation scores for both groups, the relative disparate impact as well
as four different performance measures (y2) of the resulting case-based classifier.

the k-NN classifier becomes more likely to assign more queries to the majority
class (which is not earning 50k$/yr) for increasing k. Thus, for k/n > 0.35 the
classifier is the trivial one always returning the non-desired, i.e. negative class.

The thin series in the same chart show how k-NN achieves this, setting the
number of false/true positives of the k-NN classifier in relation to the number
of false/true positives of the 1-NN classifier. Obviously, both the number of false
(dashed) positives and true (solid) positives drops much faster for the sensitive
group (S = 0) compared to the decline for the non-sensitive group (S = 1). Of
course, this heavily impacts the underestimation scores USS=0 and USS=1 and,
accordingly, the relative disparate impact as can be seen in the right part of
Figure 1. The widely used threshold for disparate impact (τ = 0.8) is undercut
for k/n ≥ 0.00035. Additionally, that chart plots (y2 axis) some performance
measures for the obtained k-NN classifier. All of those (accuracy, balanced ac-
curacy, F1 and P4 score [37]) take nearly the same shape with maxima in the
interval k/n ∈ [10−2, 10−1] where k-NN’s RDI is critical between 0.6 and 0.75.

4.3 k as a Driver for Disparate Impact and Underestimation

We next extend our scope by focusing on multiple domains with fairness issues
(Table 2). The bottom-left chart of Figure 2 conveys an overview of the domains’
core characteristics. It plots the share of desired outcomes against the share of the
protected group within the case data, using data point bubble sizes to indicate
the amount of data-inherent bias as expressed by the disparate impact measure
DIS(C) (Equation 4). While each of the domains considered is subject to fairness
problems (DI < 1), in some of them the protected group takes actually the role
of a majority (y value larger than 0.5), and in some of them the desired outcome
happens to occur in more than half of the cases (x value larger than 0.5).
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Fig. 2. The bottom-left chart gives an overview of the fairness-related characteristics
of the domains considered. The remaining charts visualize for each of the domains the
level of underestimation of the protected group subject to k/n as well as the resulting
relative disparate impact of the k-NN classifier. F1 scores are given as a reference to
indicate the range of k values that would be practically relevant.

The impact of the latter can be seen in the three bottom right charts of Fig-
ure 2. With k/n → 1, the majority class (here, the desired outcome) outnumbers
the non-desired outcome resulting in strong overestimation (black curve with US
scores larger than one). We also see that domains with roughly balanced shares
of the protected group and of the desired outcome (near 0.5/0.5, e.g. Heart oder
Recidivism) are only mildly influenced by additional disparate impact due to the
k-NN classifier (RDI values mostly within [ 45 ,

5
4 ] except for extreme k/n values)

which is in line with notes by [8] on imbalance among the target class as a source
for underestimation. Finally, we identify domains which either come with a low
DIS(C) (small bubbles) value upfront or with a strong imbalance between pro-
tected and non-protected group and an imbalance in the class label distribution.
For those domains (Bank, Heart, Titanic) both, the underestimation score as
well as the disparate impact decline rapidly for growing k values.

4.4 Experiments on the Bias of Case Reuse Methods

Returning to the Adult domain, we examine the impact of the employed reuse
methods on underestimation, disparate impact, and the actual performance of
the resulting classifier when altering k. Figure 3 contrasts representatives from
each of the categories listed in Table 1. Purely sim-based voting methods (R2 and
R12) produce a rather fast decline of the US and (R)DI scores, approaching zero
for k/n > 0.2, while there are negligible differences in classifier peak performance
at k/n ≈ 10−2. For the two reuse methods where rank information is included in



Fig. 3. Adult domain: k is varied from 1 to n. We contrast 5 out of the listed (cf. Table
1) k-NN voting methods w.r.t. their influence on the (R)DI and underestimation for
the (non-)protected group (primary y-axis). Additionally, the F1 score of the result-
ing classifier on independent test data is shown on the secondary ordinate, including
markers for the F1 maximum value and belonging fairness assessments. Used reuse
methods from left to right: similarity-based vote, inverse rank-based, multiplicative
combination, class representatives-based sim vote, and sim-based vote normalized by
class frequency. Mind the differently scaled y1 axis for the latter one.

the vote (R9, R11) all fairness-related curves are less steep, approaching values
larger zero for k/n → 1. Although this might suggest an improvement in terms of
handling biased data, the best value of k, which a practitioner would select using
some validation set, yields nearly identical fairness (RDI ∼ 0.7) and performance
(F1 ∼ 0.62) characteristics as the previously discussed sim-based rules.

In contrast to those, rule R13 (right in Figure 3) strongly overestimates the
desired outcome for both groups. Since this kind of overestimation is even more
pronounced for the protected group, the RDI grows to values larger than one,
thus “repairing” some of the disparate treatment among groups in the given case
data. While this comes generally at the cost of an impaired F1 score for smaller
values of k, the best value of k found (k/n = 0.335) also produces the best F1

score among all k-NN rules from Table 1 with no underestimation and a relative
disparate impact within the desirable interval (1.187 ∈ [ 45 ,

5
4 ]).

Search for Fair Values of k In another large-scale series of experiments we it-
erated over all 9 domains and 13 rules and compared the quality of a k-NN
classifier and its fairness properties for 7 specific settings of k. Besides the 1-NN
classifier (for which all rules behave identically), we set k to increasing shares of
the case base size (n = |C|), viz k

n ∈ {0.001, 0.005, 0.01, 0.05, 0.1, 0.5}. Moreover,
we used the values k⋆ resulting from the optimization procedure described in
Section 3.4 for a separate validation set V with optimization criteria L1 and L2.

Part a) of Figure 4 plots F1 and RDI on the test cases T and shows (except
for a few outliers) how “clusters” for the different levels of k arise. It is remarkable
how the L1-optimized (i.e. geared towards optimal F1 score) classifiers “gather”
in the bottom-right part of the zoomed-in sub-chart. Likewise, the rules whose
k values have been optimized w.r.t. fairness (via L2 and the incorporation of
RDI) appear to be shifted to the top-left compared to their L1 counterparts.
Stated differently, on average a loss of ∼ 0.015 in terms of the classifiers’ F1

scores (from ∼ 0.695 to ∼ 0.68) is compromised for an RDI increase of about



Fig. 4. a) Trade-off between performance (F1 on x) and fairness (RDI on y), aver-
aged over all domains. The zoomed-in subgraph clarifies specific combinations of reuse
method and k setting. b) Attempt to discern the 13 used reuse methods by their aver-
age rank (as achieved for different k values) regarding both, performance and fairness.

0.12 (from ∼ 0.82 to ∼ 0.94, roughly using the centers of the ellipses in Figure 4
as indicator). This shows empirically that case adaptation in CBR’s reuse phase
can be designed towards reduced bias and unfairness against protected groups.

Rule Ranking We finish our study with a brief comparison across our selection
of k-NN rules. The bar chart in part b) of Figure 4 reports aggregate performance
of all rules over all domains. Within each specific setting of k (e.g. k/n = 0.05) we
ranked all 13 rules by both, their achieved F1 score and RDI value, respectively,
and awarded each rule 13− r points, if it achieved rank r, forming averages over
all settings of k considered previously. Apparently, R13 performs best in terms of
fairness by keeping the RDI close to one, whereas R7 is best-in-class with respect
to maximizing F1 (which is in line with [21]). Be aware that these numbers are
averages over a wide range of k values including those that might be practically
irrelevant – which is why the bars are merely meant as a general indication as
to what extent each rule trades fairness for classification performance.

5 Conclusion

We have focused on the algorithmic bias of the reuse step in CBR. For the special
case of k-nearest neighbor classification we have systematically analyzed how the
specific value of k in conjunction with the employed voting rule exerts bias by
treating members of a protected group disparately. In a comprehensive empirical
study with established fairness research datasets we found that fairness can be
improved at a moderate cost in classification performance by selecting a tailored
value of k in combination with favoring appropriate k-NN rules over others.
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